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why DL and LLMs Work So Well?
T Tremendous success in practice
T Al models are still big black boxes
T Theory, several exciting recent results (still not so satisfying)
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Theory of Deep Learning & LLMs
t Theory of DL

+ Optimization (new phenomena)

T Algorithm-dependent generalization

T Implicit bias (towards local/global min with interesting properties)

T Understanding useful tricks: Dropout, batchnorm, layernorm, initialization
t Theory of LLM

T Why predicting next token yields intelligence
Understanding Pretraining, Fine-Tuning and In-Context Learning
Understanding Scaling Law
Hallucination and Interpretability
Knowledge storage

t CoT Reasoning

Traditional Optimization and Generalization theories do NOT work any more
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Scaling Laws
tKaplan Scaling Law (OpenAl)

~

Lt y0.076, Oy y 8.8 pdl013 (non-embedding parameters)

U, y 0.095, &Y 5.4 pdl013 (tokens)

Data Size Bottleneck

Model Size Bottleneck
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..............

10 10°
Tokens Processed

L: the loss
N: model size;
D: dataset size (the token number of training data).

IChinchilla Scaling Laws (DeepMind)
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Figure 3 | IsoFLOP curves. For various model sizes, we choose the number of training tokens such
that the final FLOPs is a constant. The cosine cycle length is set to match the target FLOP count. We
find a clear valley in loss, meaning that for a given FLOP budget there is an optimal model to train




Compression and Intelligence

$Q 2EVHUYDWLRQ RQ *Hy@SutskeverL]DWLR Q3 E\

Very good talk (watch on youtube : https://www.youtube.com/watch?v=AKMuUA TVz3A)

View compression from Kolmogorov complexity theory

K(X): Kolmogorov complexity of string X
The minimum length of TM that outputs X.

KX)<|C(X)|+K(C)+0(1)

Kolmogorov compressor as the ultimate compressor

Compression
rate

Al models

* AGI?
Kolmogor

Model size

Why nexttoken prediction is enough for AGI - llya Sutskever (OpenAl Chief Scientist)  https://www.youtube.com/watch?v=YEUclZdj_Sc


https://sumanthrh.com/post/notes-on-generalization/
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Prediction vs Compression

The trainingtaskof a pre-trained large language mode(LLM)is "next token
prediction,” so we can naturallyiew a pre trained LLMas anext tokenpredictor.

Given an unknown source distributior?, a predictor is defined as3 & U\ ¢S which
given the prefix T ,as input and outputs the conditional probability distribution
3:Tp T p..

Cross Entropy Loss

In practice, the objective we use to train our LLMSs is cross entropy defined as

M —log Ppg(X1.n) = —— log P 5 |—log Ppr( X
L(M) = —log Ppr (X1 nz og P ( Xﬁ,pq{,[ og P (X))

- 1 i), (i
= H(Py||Par) = —— Z Y log Par(l” | 2 ),




Prediction vs Compression
Equivalence of Prediction and Compression

The better we can predict next token, the better we can
compress the seguence

We will show that if we can achieve a cross-entropy C (per token),
we can essentially compress the text using C+o(1) bits (per
token), and vice versa.



Equivalence of Prediction and Compression

Lossy Compression?

Machine Learning algorithms

DataSet Model Parameters

(Lossy Compressor)

Limitations: 1.Too much loss
2.No Guaranteed Generalization



Equivalence of Prediction and Compression

Lossless Compression

gu—

Machine Learning algorithms Model Parameters

Dataset {mmmm— | (OTPreON

lossless coding Data-to-model code

e.g. winzip (a compressor)

One can use LLM as a more powerful compressor



Equivalence of Prediction and Compression

Why lossless compression leads natelligence

T If the modelcan losslessompresswell, it should
havelearnedrealfeature in the dataset and will
generalize well.

Solomonoff's theory of inductive

¥ Minimal Description Length MDL inference(1964):
The best interpretation of a set of data is a description of If a universe is generated by an
that data that is accuratend as shortas possible. algorithm, then observation of

that universe, encoded as a
dataset, are best predicted by the
¥ Occam's Razor smallestexecutable archive of that

Entities should not be multiplied unnecessarily. dataset.



Lossless Compression/coding

T Compressor encoder?a: U\ a8
t There exists a decodei@4:?; \ : Usatisfies that@?: Tex i L Tox .

The goal of lossless compression is to minimize the average code lengt

oL "a1 A T,;?

where Fmeans the bit length of 2: T;

N



Shannon Sourcing Coding Theorem

Shannon'’s Source Coding Theorem

Given some categorical distribution X, Shannon's Source Code Theorem tells us that no matter
what C you choose, the smallest possible expected code word length is the entropy of X. That is,

EflcX)) =) _|C(X) > ) P(X =z)logP(X =z) = H(X)

reX zckX

More formally:

Theorem 1 (Shannon's Source Coding Thoerem): Given a categorical random variable X over

a finite source alphabet X and a code alphabet A, then for all uniquely decodable
C:X — A" itholds that E[|C(X)|] > H(X).

1949 full book edition

https.//mbernste.github.io/posts/sourcecoding/



Using an Autoregressive Predictor to design a Lossless Compres

Arithmetic Encoder
Initially, this interval isy L > &s;.
When encoding T, we first partition the previous intervak,s L 3d,583,5;Into

size of subinterval +:U; that represents letterUs : Q5 F H-o5; 1 2: U TOGa

Input (4 bytes)

A [ X I
1 0.45 0.36 ) 0.36
P(X)=0.25 P(X|A)=0.2 1P(X|AIX)=0.2
b0l | = 036 b010 |P(X|Al)=0.35 b0101 - 0.341
bl 0.75 e
i 0.266 0101010 | p(]|AIX)=0.2
e.g., encoding AlXI P(1)=0.3 . 0.25 _ 0.322
0.5 . P(I[A)=0.6 0.3125
P(1|Al)=0.45
b001
b00 P(AJAIX)=0.6
b0 P(A)=0.45 0.09 0.144
0.125 b0100 A
P(A|A)=0.2 P(A|AI)=0.2 |
0 0 0 0 0.09 1 0.266
b0 b0? b010 b0101010

Output (7 bit)

The encoding length of arithmetic encoder i$. Tsx; L F3HKE: Ts5; ?E S



Prediction vs Compression

Equivalence of Prediction and Compression

The better we can predict next token, the better we can
compress the sequence

#RANCK@BAIJCR B JIPNKL:Q,

#RAN=2CK@AJGPD

L(Qﬂ) = IEXNP@, [F(L(X))] = EXNPE;, [— 10g QI(X))] = H(P,i, ” QL-).
Redundancy of code 33 o
lvergence

Recj(@c: P) = L(Qc) — H(qu) = H(Pq") H Qc) — H(qu) — DKL(PQ“) H QL‘)‘
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Kolmogorov Complexity

Kolmogorov Complexity (algorithmic information theory)
K(X):= The minimum length of TM that outputs X.

T Direct connection to compression

T In some sense, the ultimate notion of compression

T oxp o3p p p 03p 0@0Z0+03p p 00pp p p 03p olo@o30ap 0000p 030+0Up P p oUoOp p olp p 00»p p OYO
theory)

T Downside: incomputablep

Examples:

T abababababababababababababababa....
1 4c1j5b2p0cv4wl1x8rx2y39umgw5q85s7...
T 31415926535897932384626433832795...

P 080@03p 0l0@03000Yy00p p 0U0O0300p p Opo3ploaoyodp Of



Kolmogorov Complexity

Can the following program output K(s)?

function KolmogorovComplexity(string s)
for 1 = 1 to infinity:
for each string p of length exactly i
if isValidProgram(p) and evaluate(p) == s
return i

Universality of Kolmogorov complexity

Theorem 14.2.1 (Universality of Kolmogorov complexity) If U is a
universal computer, for any other computer A there exists a constant c 4
such that

Ky (x) = Ka(x) +ca (14.3)

for all strings x € {0, 1}*, and the constant c 4 does not depend on x.



Kolmogorov Complexity

TAlgorithmic randomness
TWhat is a random string? A impressible one.
TWe say a seq Ts.. T4 Is algorithmically random if

K(xixy...x,|n) > n.
TMost sequences are random (interesting seguences are rare)

Theorem 14.5.1 Let X, X», ..., X, be drawn according to a Bernoulli
( % ) process. Then

P(K(X1Xy...X,In) <n—k) <2* (14.44)

This can be easily seen from the fact that |{x € {0, 1} : K(x) < k}| < ok,




Kolmogorov structure function

hx(a) = ming{log|S|: 53> X; K(S) <a,}

first touch sufficiency line
achieved by S*

Slope = -1

Ve

sufficiency line

- K - Kx)
minimum sufficient statistics
FIGURE 14.4. Kolmogorov sufficient statistic.

Y

T Two part code (model-to-data code)
K(X) < |C(X)|+K(C)+0(1)
T Hence the set S Ucaptures all the structure within x.

T The remaining description of x within S Us essentially the
description of the randomness within the string.

T Hence S* is called the Kolmogorov sufficient statistic for
X.



Kolmogorov structure function

T Two part code (model-to-data code)
SR K(X)<|C(X)|+K(C)+0(1)

xp T I Closely related to Scaling Law

he fuf‘:‘ K(0) — K($) + Dx.(6]10)

T Distinguish structure & random noise
T a fine-grained hierarchy

K(X)

H||0)
E,,, [log pg]

b Dyer, (0| €)

+ Why a power law shape?

Irreducible Loss:
H(o)

Pure Randomness

Vi N wns. T 000%000006p 0606p ogp olip 06p olip |
T 0§0800p P P P"0%00p 0+03p!p 0UOOP 0%

Statistic:g
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Data Modeling A Hierarchical Nonparametric Model

A Hierarchical Nonparametric Model:

T An encoder(syntax, most common knowledge, basic logic): can be captured by a fair
small sized probabilistic TM that is fairly easy to learn (low sample complexity).

T World (factual) Knowledge: a large body of knowledge, that is constantly growing
(consider the number of facts, set of proteins, species, chemical substances etc.)

grammar]l = nltk.CFG. fromstring("""

. - S
A syntax encoder: Y > vur | voe e o~
Tk . FF -> P HP
(probabilistic) ¥ > “saw" | “ate” | "walked” NP VP
HP -> “John” | “Mary” | “Bob” | Det H | Det H PP ] A
grammar Det —> "a” | "an” | “the” | "my”
H-> "man” | “dog” | "cat” | “telescope” | “park” | vV NP
P->» "in" | “on” | “b¥" | “with” l ’//7\
’ shot  Det N PP
Det Adj M v Det Ad) Adj M P Det M | | ‘/\\
the | little | bear | saw | the | fine fat | trout in the | brook
Det Nom V | Det Nom P NP an elephant P NP
the bear saw | the trout in it | /\
MNP v NP PP .
He saw it there in  Det N
NP VP PP ! |
He ran there )
NP VP my pajamas
He ran




Data Modeling A Hierarchical Nonparametric Model

A Hierarchical Nonparametric Model:

T An encoder (syntax, most common knowledge, basic logic): can be captured by a fal
smalt sized probabilistic TM that is fairly easy to learn (low sample complexity).

T World (factual) Knowledge a large body of knowledge, that is constantiyrowing
(consider the number of facts, set of proteins, species, chemical substances etc.)

NEY.Y Y

3QUOUP0@0=Q3 R
N N N I N 1-
dg dg | | Qo
\ y
o

World (factual) Knowledge:

+ 0000p p p 030602030600p p p p 080+0300p

parametric model

t Modeled by Pitman- Yor Chinese
Restaurant Process (P¥ CRP)




Scaling Laws
tKaplan Scaling Law (OpenAl)

~

Lt y0.076, Oy y 8.8 pdl013 (non-embedding parameters)

U, y 0.095, &Y 5.4 pdl013 (tokens)

Data Size Bottleneck

Model Size Bottleneck
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Tokens Processed

L: the loss
N: model size;
D: dataset size (the token number of training data).
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Figure 3 | IsoFLOP curves. For various model sizes, we choose the number of training tokens such
that the final FLOPs is a constant. The cosine cycle length is set to match the target FLOP count. We
find a clear valley in loss, meaning that for a given FLOP budget there is an optimal model to train




A Coding Game

ISuppose 2 is a distribution indexed bya
Bayesian setting: there is a priogover a

1The player would like to model2 using 3
1Observe x1...xn one by one

IMinimize the following log loss

1 = 1
mft [ 7(0)E,, ~p, |log df = int / (6 K [l{)g df.
Q /(—) (O Eesnpy [ ' Q(ﬂﬂ'l;n))] Q Jo ( ); e \ffflzi—l))

minimize the bayesian code length

(cross-entropy)




A Coding Game

Bayesian Redundancy:

1 1
mmf [ 7(0)E;, ,.~p, |log —F——) —log ———)| d0
Q ,/@. ( ) 1: P[-}i' |: g Qn(:ﬂl:n)) g Pg (:ﬂl:n)):|
= inf / m(0)DkL(Py||Q™)d8 = inf / m(#)Red(Q", Py')dd 2 inf Red,(Q, ©)
Q Jo Q Jo Q

Connection of redundancy and mutual information

Lemma A.3. The minimum Bayesian redundancy is attained by the Bayesian mixture code @,
and is equal to the mutual information between random variable 8 (from the prior m over ©) and

the data x{.p,.
i%f Red,(Q,0) = i%f / 7(0)DkL(Py'||Q™)d = / w(0) Dk (P ||Q%)d0 = I(x1.;0).
JO 40

Here, 60 € © is sampled from the prior w, and x1., are sampled from Py .



Understanding Scaling Law

Under the Bayesian prediction framework, one can show that the minimum Bayesian redundancy is equal to the
mutual information (between the data and prior)

Theorem (informal): Under the above data generative model and unlimited model size, we can prove
that the Bayesian predictor (or Maximum Likelihood predictor in large data regime) has the following

lnce

Loss incurred by  Loss incurred by
learning the learning the syntax
knowledge (power law)  encoder

Irreducible loss
(pure randomness)

T Related to Heap s Law (Heaps, 1978)an empirical relationshipstating that the vocabulary size grows sublinearly
with the size of a corpus N ,and Zipf s Law (Zipf, 2016).



Model Scaling Law

Redundancy for the ith knowledge cluster:

D = i B [, [P (24101 P 1)

Model scaling law (total redundancy) can be captured by the following
optimization problem

minimize [E;[D;(m;)] = ZI&"D;'(TTHL

can be solved using KKT condition introduced in the last class



Understanding Instruction Finrd uning

Table 1. Examples of Pretrmning and Instruction Fine-Tumng Drala

T Instruction fine-tuning: Dataset Type Example
] Pretraining “Gracie Tessa Howell was
T Replace the encoder with another one (change the born in Camden, NJ. He stud-

ied Biomedical Engineerning
and worked at UnitedHealth
Ciroup. He entered the world
on April 15, 2081, and is em-
I The knowledge component stays the same ployed in Minnetonka. He is
an alumnus/alumna of Buena
Vista College.™

way the knowledge is encoded)

We can show the loss for Instruction fine-tuning can be netruction Binc-Tuming L Wit v o stecy i
bounded as ( J is the size of Instruction F-T data) on? A: Biomedical Engineer-
ing”
lrepd, Tl Tl ) = _(__N + n) N”‘ (IJ ) o neh Knowledge in pretrained

phase is retained

Ing the

Practical Implication: Instruction F-T is more useful for generation according to the instruction, but less
effective for injecting new knowledge



Universal PredictorSolomonoff'stheory

Hypothesis: modern LLMs is a (rough) approximation of oseepoypppppo
predictor.
TWe can explain various behaviors of LLMs using this theory

tDrawbacks
tUnfortunately, ozep oyp p p predicbapipagain incomputable.
Toaep oyp p p predicbopignores the following important aspects

T the model size constraint
T Architecture constraints of transformer (can not represent certain function composition)
T Some (even simple) TMs are not efficiently learnable (XOR problem, one way functions etc.)

TWe should refine Solomonoff's theory to take account of the above
(computational and statistical) barriers



Research Questions (LLM theory)

T Theory on more general data generative model
(beyond syntax and factual knowledge models)
I .R O PR JthRoryicdn be a good guideline
T Refined Universal Predictor (6 R O R P R)MRdel| V
T Methodology: Physics of LLMs (controlled experiments)
tScaling law, ICL, instruction following, emergence etc.
tData <----> Skills
T Data importance
THigh quality synthetic data (motivated from theory)
T Detecting Hallucination/Safety issues (from activation pattern
etc.)



Discussions

Compression vs AGI ?

Compression
rate

Al models

$ AGI?
Kolmogor

Model size

llya Sutskever 3 DQ REVHUYDWLRQ RI JHQHUDOL]DWLRQ"



Discussions

COmpreSSIOn ° $ * ] llya Sutskever 3SDQ REVHUYDWLRQ RI JF

"SN("r5yOiio "D )<8:Ef"4*05.6 +?eO/&Efo 0

Compression = Intelligence in inductive inference

y AGI?
Kolmogor

Model size

"SN("r28C 5yOil
"SN(4R;0 'D 2iL!5y0Ou (&U *2iLIEf! 130

Compression by itself cannot reflect exploration of physical world and
mathematical/logical reasoning, in my opinion



Discussions

rate

Al models

Compression vs AGI ?

$AGI?
Kolmogor

Model size

Compression = Intelligence in inductive inference llya Sutskever 3DQ REVHUYDWLRQ RI Jt

Compression by itself cannot reflect exploration of physical world and mathematical/logical reasoning

1 XE.—p""'SN("r5yOiip!"éductive inferenceR Ds 5.*g.—<; 6  capture5yOi R :182iL! exploreB®,
0 #«C Z'0 #«45eA402mEf ]l <

1 .fe¥1%xploreB®' ,Ef!19>¢1813D' compression2ii 06d <y )At.9EfZ6;00! 9 ...506(|Ef predict next
tokeno eyX€ :182jL! DK"DB XA.So @5# predict next token#<"SN(6 rKa <

R@52iL!.—!/ ...402mo ! 6+/:MO"D 3402mo 6d"DB XA.So eyXEEf+05.50(|Ef"SN(*D 3402m <

"SN("r5yOu2 Ef5.RY.—402m# Ef5yOi"El 0 E5. ¢ Gip!82jLlo 1 XE.-D"SN(X&'E ... <~+05. llya
talk' E6 )%y H minimize perplexity!/ ... AGI<



Discussion: RL and Reasoning

"G )XA?, 1 XE.— reward is enough_¢ ) paperXA? 56786+ <

5y0l |D Ef56786+Ef"2%R5.43eOEf DK*g6 eO\C=+5y0OuU R .-
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AGEfRY.—"Oeward <thatis all <9 ...RY.-rewardo "°
exploreo RY.—Efdata_ “"A€ompresshe G D ... intelligentEf
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Ef45eAd402m <
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Co:0(*y)6 1000)6  BEf*™C 00 EilL"D §)?, ;

6 $dreward <EilLEf402mo 6 rewardEfo "écover u .1+
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reward function#«4o*eG Iu'EfaEf y § : HE+ ro :O(*EOXE

: HEf0 :O(** Ne0 "x6 40*e5.#%eyXEH#B * DK Y210
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But do we really need RL?? RL vs SFT on smatrtly collected data



